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Abstract 
In many areas of scientific research scientists routinely use complex experimental 
designs when conducting their experiments. With the advent of the modern statistical 
package, and a lack of trained statisticians, the scientist often carries out the analysis 
of data generated from such experiments. This can lead to incorrect and misleading 
results, especially if the scientist fails to correctly identify the experimental design 
they are using and the influence the design has on the statistical analysis. 
 
In this paper we describe a procedure that would allow non-statisticians to identify the 
structure of the experimental design without an in-depth knowledge of design theory. 
Once this has been achieved it should then be possible for them to produce an 
appropriate model for the statistical analysis. By placing experimental design at the 
centre of the statistical process we are able to simplify the statistical model selection. 
This procedure should also make the benefits of good experimental design more 
accessible to both statisticians and non-statisticians alike. 
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1  Introduction 
 
Experimental design plays an important role in many scientific experiments. For 
example, in the drug discovery process many studies are conducted under controlled 
conditions. In the pre-clinical area scientists are now routinely using experimental 
designs when planning their studies; this includes the use of hierarchical designs, 
fractional factorial designs and crossover designs. There is, perhaps correctly, 
pressure on the scientist to maximise the information gained from their experimental 
resources, and experimental design provides a framework for achieving this. 
However, at GSK, and we suspect at other companies, a lack of statisticians has led to 
the incorrect analysis of data generated. It is not always straightforward for non-
statisticians to complete such analyses. This, we contend, is in part due to the scientist 
failing to comprehend the structure and properties of the experimental designs they 
are using. This is often the case as, in the authors’ experience, the scientist may 
believe a design to be simpler than it actually is. Unfortunately it is usually possible to 
verbally describe an experimental design in a sequential manner: 

“First we took three blood samples from each subject, then we tested each 
compound, one per sample, using five measuring devices…” 

The resulting design though may be far from straightforward and can result in very 
complicated experimental designs that are rarely sequential in structure! As Federer 
(1975) comments 

“Quite often the investigator states that his statistical design was D when in 
fact it was X”. 

Of course designs can also become overly complex if a statistician is not involved in 
the design stage of the process. In too many situations the statistician is not involved 
early enough.   
 
All this has led to a potentially dangerous situation. With the advent of the modern 
statistical software packages many scientists feel confident enough to carry out their 
own analyses without regard to the underlying experimental design. Perhaps a lack of 
trained statisticians also adds to the pressure on them to do this. Unfortunately the 
analysis of data generated from complex experimental designs is not straightforward, 
as commented by Brien (1983) 

“Determining the analysis of variance table can be difficult, particularly for 
complex experiments.” 

Packages rarely warn the user when they are not carrying out the most appropriate 
analysis on their data. They will however produce output that may look correct even 
when it is not an appropriate analysis. Of course it would be asking too much of a 
package to intelligently identify such problems, but it is worrying that it is possible to 
routinely carry-out incorrect analyses without any checks or balances.   
 
For example, consider an animal experiment where a single blood sample is assayed 
in triplicate. If the scientist does not understand the underlying structure of the design, 
then they may carry out an incorrect analysis with false replication by ignoring the 
animal effect. There is no reason why a statistician should not be able to carry out the 
correct analysis in this situation. However should we expect a scientist with little 
statistical training to be able to identify an appropriate statistical analysis?  
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Most of the existing literature on experimental design involves at least some 
understanding of many terms, for example, experimental unit, observational unit, 
confounding, aliasing, marginality, tiers, strata etc. Some of these will be alien to the 
scientist, and perhaps even to some statisticians. The methods described in the 
existing literature for analysing data generated using complex designs can be 
complicated and requires, we feel, an in depth appreciation of experimental design 
theory. Even once the experimental design is well defined, producing the correct 
ANOVA table for the experiment is no simple matter, see for example Brien and 
Payne (1999). ANOVA tables for multi-strata experiments can be difficult for a non-
statistician to understand, let alone produce on their own, with, for example, multiple 
entries for the ‘treatment’ factors in some cases.  
 
In this paper we shall assume that a mixed model algorithm will be used to carryout 
the final statistical analysis, see Brown and Prescott (1999). Within the software 
available at GSK, this can be accomplished using REML in Statistica, although a 
statistician may prefer SAS Proc Mixed.  By using these modern powerful statistical 
analysis tools we do not have to concern ourselves with constructing the correct 
ANOVA table. This may sound like “throw(ing) the analysis into a general mixed 
models algorithm” as Payne (discussion of Brien and Bailey, 2006) comments, but 
we feel it is more controlled than this. We are using the experimental design to direct 
the mixed model and not just adding terms into the model.  
 
The approach given here relies on the randomisation employed to justify the final 
choice of model (see Bailey, 1981). Only terms that are specifically involved in the 
randomisation are included in the final model. So, for example, in a block design we 
do not include the treatment by block interaction, even if it is possible to estimate this 
effect, as it is not justified by the randomisation. We are perhaps stricter with this 
condition than others have been previously. It is usually the case that factors that are 
innate to the partitioning of the experimental material are always included in the final 
model regardless of their status in the randomisation. This is not the case in this 
method, although the analyst is perfectly entitled to include them in the final model if 
they so choose.  
 
We need to make sure the model we enter into the software program is in some sense 
a valid one, and this is the purpose of the method described in this paper. Tools such 
as SAS Proc Mixed can be considered too powerful, as it is possible to enter model 
terms that have no justification for inclusion at the start of the analysis and still 
produce apparently meaningful output at the end. This is even the case when the 
design itself is disconnected. By applying the methodology described here such issues 
are less likely to arise. 
 
The purpose of this paper is to provide a way of linking design to a statistical model 
that is simple and easy for a non-statistician to apply. The approach described makes 
use of our understanding of the experimental design to direct a randomisation based 
statistical analysis using mixed model theory. Once this approach is taken, as we shall 
see, then we can ignore much of the complications of design theory that are 
introduced when the goal of the process is to produce a multi-level ANOVA table.  
By simplifying the application of design theory we hope to make it more accessible to 
statisticians and scientists alike. By placing experimental design (and randomisation) 
at the very centre of the experimental process we should, hopefully, improve the 
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decision making process. This method will also aid the applied statistician, who 
perhaps all too frequently only gets involved at the end of the experimental process 
when an analysis is required. A method that allows them to understand the actual 
structure of the design, as opposed to the verbal description given by the scientist, has 
proven to be most useful at GSK.   
 
We highlight some of these issues in the following motivating example. In the 
description of the examples in this paper the factor names, corresponding to effects 
present in the study, are given in brackets with initial capitals. 
 
Example 1.1 Chemical development investigation  

To illustrate the difficulties a scientist may have in performing a correct analysis, two 
simple study designs are described. They consist of the investigation of a chemical 
process at various manufacturing sites (Site). Batches of material (Batch) are 
produced and these batches are tested by a number of analysts (Analyst). Each 
analyst prepares several samples (Prep) from each batch and they are tested multiple 
times (Injection). In principle (more replication may be needed in practice and indeed 
other designs may be more appropriate for practical reasons) these investigations 
aim to: 
• Estimate the sources of variation due to batch, analyst, preparation and injection. 
• Test differences between sites in manufacture of batches. 
We concentrate on the REML analysis since scientists at GSK now have access to 
software to perform this (VEPAC, Statistica) and this would be the analysis method of 
choice for them. However, at the time of developing VEPAC, the scientists only had 
access to a general linear model analysis, so an indication of the further difficulties 
that this provides is also given in Section 5. Note GSK statisticians may also use Proc 
Mixed in SAS which has the advantage of the Kenward Rodgers adjustment (Kenward 
and Roger 1997). 
 
Two rival designs are given, which vary in structure in the batch/analyst relationship. 
It should be noted that Design 2 is more likely to be used in practice. 
• Both designs consist of four batches from each of two sites. 
• These batches are analysed by a number of analysts: 

o In Design 1, there are twenty four analysts in total; each analyst works on 
only one batch and hence each batch is worked on by three different analysts. 

o In Design 2, there are only three analysts, but each analyst works on every 
batch. 

• For each batch/analyst combination two preparations are made i.e. total number 
of preps equals twice the number of batch/analyst combinations. 

• For each preparation two injections are made. 
 
We can represent these designs graphically as shown in Fig 1.1 and 1.2. 
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Fig 1.1 Graphical display of Design 1 
 

 
Fig 1.2 Graphical display of Design 2 
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Specification of model: 

In the analysis of either design a non-statistician is likely to include the model terms 
Analyst and Batch as these are items of interest. They may also include the 
Analyst*Batch interaction. However, the REML software requirements for Designs 1 
and 2 are: 
• Design 1: no main effect for Analyst but Analyst(Batch) or equivalently 

Analyst*Batch,  
• Design 2: we have the ability to estimate Analyst and Analyst*Batch so would 

desire both these terms in the model,  
 in addition to including Batch  and other appropriate terms. 
 
It is common practice for analysts to be non-uniquely labelled e.g. in Design 1 
labelled as 1-3 for each batch even though there are twenty four distinct analysts. If 
this labelling is used then the main effect of a factor Analyst with 3 levels is 
inappropriate but this may not be recognised by the non-statistician. 
 
Since our aim is to make the process as simple as possible, we require that the design 
is detected, as far as possible, through the structure of the dataset. This leads to the 
requirement for factor levels to have unique labelling i.e. have different labels if they 
are physically different (and the same if they are the same). In our opinion this is 
much simpler to do than to identify if the main effect should be included in the model. 
 
Even if unique labels are used in the analysis of Design 1, software packages often 
require Analyst*Batch [or Analyst(Batch)] is fitted rather than Analyst in order to 
achieve the correct analysis (further details given in Section 5). This is not intuitive to 
the non-statistician and again supports the need for the correct model/analysis to be 
determined from the design/structure of the data as far as possible. 

 
We begin the paper by discussing some of the existing theory on experimental design. 
In Section 3 we describe the proposed approach. Some of the details of the approach, 
which could easily be programmed into a software package, are described in the 
appendix. In Section 4 we give some worked examples of the approach.   

 
2  Existing Theory 

 
In this section we review the existing literature on the design and analysis of 
experiments that we shall be applying in the following sections. The approach, based 
on the randomisation employed, has been considered by many authors, for example 
Nelder (1965a, b), Bailey (1981, 1991) and Brien (1983, 1989). We shall introduce a 
simple example to illuminate the existing theory. 
 
Example 2.1 Chemical Process Study 

Consider the following example, taken from Montgomery (1997), of a balanced 
incomplete block design. The experiment investigates four different types of catalyst 
(Catalyst) on the speed of a chemical reaction. Different batches of raw material 
(Batch) are used to test the catalysts. As it was felt that batch to batch differences may 
influence the response, this is included as a blocking factor in the experiment. 
Unfortunately only three catalysts can be tested within a batch, as a batch of raw 
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material could be used in only three runs of the pilot plant (Run). It was therefore 
decided that a balanced incomplete block design was appropriate for the experiment.  
For the experimental layout, and results, see Montgomery (1997, p209).   
 
The unrandomised balanced incomplete block design used in the experiment is 
 

I II III IV

A A B A

C B C B

D C D D

Batch

 
 
2.1  Experimental units, observational units and factors 
 
Most approaches to analysing data from designed experiments begin by identifying 
the observational and the experimental units. The observational unit is the smallest 
unit of experimental material on which an observation is taken (Federer 1975). The 
experimental unit is the smallest unit of experimental material that a treatment is 
applied (Bailey 1991).  
 
A factor or main effect, we use the term interchangeably, is a variable observed for 
each observational unit and corresponds to a possible source of differences in the 
response variable between observational units, see Brien (1992). All interactions 
between factors will be referred to simply as effects. In this article we shall use capital 
first letters to denote factor names, and lower case letters to denote the corresponding 
effect, i.e., the Treatment factor denotes the factor describing the treatment effect.  
 
The levels of a factor are the values that the factor takes.  In this paper, and it proves 
crucial in the approach described in Section 3, the levels of a factor are uniquely 
specified. So, for example, if there are twenty animals in an experiment, ten per 
treatment arm (say treatment or control), then they are labelled 1-20 and not 1-10 for 
the treatment group, 1-10 for the control group. This is not the standard way of 
labelling factors. However, as commented by Brien and Bailey (2006), this approach 
is more general as it can allow for uneven group sizes. 
 
Example 2.1 (cont.) 

In this example the factors are Catalyst, Batch and Run. The levels of Catalyst are A, 
B, C and D, Batch I-IV and Run 1-12. The experimental and observation unit consists 
of a single Run.  
 
2.2 Relationships between factors 
 
Identifying the relationship between the factors in a complex experimental design is 
an important first step when carrying out any statistical analysis. As commented by 
Taylor and Hilton (1981) this may not be obvious from a verbal description of the 
experiment.  
 
Factor Fα is said to be nested within factor Fβ if each level of factor Fα occurs with one 
and only one level of factor Fβ. As described below, this can be caused by a number 
of experimental circumstances. By uniquely defining the factor labels, as described 
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above, the nesting relationships between the factors in the experiment does not have 
to be specifically defined by the factors, they can be deduced directly from the 
concurrence of the combinations of the levels of the factors. 
 
Two factors Fα and Fβ are said to be ‘fully crossed’, or simply ‘crossed’, if all the 
levels of factor Fα occur equally often in the design with all the factor levels of factor 
Fβ, and vice versa, see Montgomery (1997) and Tjur (1984). Two factors Fα and Fβ 
are said to be partially crossed if factor Fα and Fβ are not fully crossed, but at least one 
level of factor Fα occurs at more than one level of factor Fβ, and vice versa. Bailey 
(1985) describes four types of crossing between the factors defined as a)-d).  
a) Neither Fα nor Fβ nest each other. 
b) All combinations of the levels of Fα and Fβ occur within the design. 
c) All combinations occur, as in b), but equally often. 
d) Condition c) holds, whenever the nesting relationships in the design allow. So if 

Fα and Fβ are both nested in Fγ, then all combinations of Fα and Fβ occur equally 
often within the design that they satisfy the nesting condition on Fγ.  

Referring to Bailey (1985) condition c) we define crossed factors, while conditions a), 
b) and d) we define as partial crossing. 
 
It is clear that two factors Fα and Fβ that are fully crossed can also be said to be 
orthogonal to each other. By orthogonal we imply that the effect of factor Fα, or 
specifically linear contrasts involving parameters of the levels of factor Fα, can be 
estimated free of the effects of factor Fβ. It is often the case however that factors are 
not fully crossed with each other. There are three situations where this can occur, 
depending on their status in the randomisation, confounding, aliasing and marginality.  
A missing combination of the levels of two factors in the design that is a result of the 
randomisation employed is defined as confounding. It occurs when one and only one 
level of a factor is associated with a single level of another factor by randomisation. 
So for example in a complete block design the Treatment factor is confounded with 
the Plot factor as one treatment is randomly assigned to a single plot. In this case we 
say that Treatment nests Plots.  
 
Aliasing occurs when a combination of the levels of two ‘treatment’ factors is not 
included in the design. This can occur if, for example, the experimenter plans in 
advance to omit altogether certain combinations of the levels of the treatment factors, 
perhaps using a fractional factorial design. The missing combinations of the factor 
levels are not defined by the randomisation but the analyst. This usually results in the 
two factors being partially crossed. 
 
Marginality was first described by Nelder (1977) and occurs when a missing 
combination of the levels of two factors in the design is an innate relationship 
between the factors and is independent of the replication or randomisation of the 
levels of the factors used in the design. For example main effects are marginal to any 
interactions involving them. Again in such circumstances we say that the two factors 
are nested. 
 
2.3 Randomisation and tiers 
 
Nelder (1965a, b) describes a formal basis for determining the ANOVA table for 
complex experiments. This approach involves identifying the ‘Treatment’ factors and 
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the ‘Blocking’ factors for the experiment. As noted by Brien (1983), this approach of 
dividing the factors into treatments and blocks is only applicable in certain simple 
situations. For more complicated experimental designs a generalisation of this 
approach is required.  
 
Brien (1983) defines a tier as a set of factors having the same status in the 
randomisation. The first tier, or bottom tier, consists of the unrandomised factors that 
are innate to the observational units. The second tier contains factors that are 
randomised onto factors in the lowest tier. So, for example, in a randomised block 
design, the bottom tier consists of the blocks and the second tier consists of the 
treatments as these are randomised to the factor in the bottom tier.   
 
When carrying-out a statistical analysis, as well as factors being defined as 
randomised or unrandomised, the factors must be defined as fixed or random. It is 
often the case that blocking factors are defined as random and treatment factors as 
fixed, although as Brien (1992) comments, this is not always the case. 
 
Example 2.1 (cont.) 

In this example, Batch and Run are defined as random effects, Catalyst as a fixed 
effect.  
 
From the randomisation diagram and the methods outlined in Brien (1983), we fit a 
mixed model with Catalyst as a fixed effect and Batch as a random effect. As Catalyst 
is not completely crossed with Batch (and Batch is a random effect) it is possible to 
recover some information about Catalyst from the between Batch variability as well 
as the within Batch variability. Such a model can be routinely fitted in any standard 
package such as SAS Proc Mixed. 
 
2.4 The Hasse diagram 
 
A simple but effective way to visualise the marginalities present in an experimental 
design is to use a Hasse diagram (see Lohr, 1995, Bailey and Monod, 2001, and Tjur, 
1984). The diagram consists of factor names, with lines connecting the factors. The 
factor at the top of the diagram is defined as either the ‘Mean’ or ‘Universe’ (see 
Brien and Bailey, 2004). If Factor Fα is marginal to (nests) Factor Fβ then it is placed 
above factor Fβ in the diagram, with a vertical line joining them together. If Factor Fα 
and Fβ are crossed with each other, then they are placed alongside each other in a 
diamond formation with the interaction between Fα and Fβ forming the bottom of the 
diamond and the term marginal to Fα and Fβ, perhaps the overall Mean term, at the top.   
 
To differentiate between random and fixed effects, random effects are underlined in 
the Hasse diagrams.  
 
Against each term in the diagram we include two numbers, surrounded by brackets. 
These numbers correspond to: 

(No. of factor levels, No. of degrees of freedom) 
The degrees of freedom quoted are those that correspond to a sequential, or Type I, 
model fit. The exception to this occurs when degrees of freedom are aliased between 
two or more effects. We comment further on this in Section 3. 
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Example 2.1 (cont.) 

In this example Catalyst (labelled 1, 2, 3 and 4) is partially crossed with Batch 
(labelled I, II, III and IV) as each catalyst is not applied to each batch. Depending on 
the replication it may be possible to estimate the Catalyst*Batch interaction, see 
below for further comments on this. Catalyst nests Run (Catalyst is confounded with 
Run as catalysts are randomly assigned to runs within batch). Batch nests Run, 
labelled 1 to 12,  as this relationship is an innate feature of the experimental material 
(Batch is marginal to Run assuming the order the batches were tested was not 
randomised). The Hasse diagram, showing the marginality relationships, is given in 
Fig 2.1. 
 

 
Fig. 2.1Hasse diagram for Ex. 2.1 
 
In the method presented in Section 3, we shall use a generalisation of the Hasse 
diagram to help define the model for the statistical analysis. In this paper we assume 
the scientist will be using a mixed model algorithm to perform the analysis, although 
of course other methods could be applied. Effects that are present in the Hasse 
diagram will become the terms in the statistical model.  
 
2.5 Statistical analysis 
 
Brien (1983) describes an approach to select the terms to be included in the statistical 
model. Note that a term refers to either a factor or an interaction between factors. To 
begin with the factors are divided into tiers. The relationships between the factors 
within each of the tiers, and factors from the tiers below, are then determined to 
define the sources to be included in the statistical model, see Brien (1983, Table 2). 
The ANOVA table describes any confounding between the factors, as defined by the 
randomisation, and includes sources corresponding to the factors and certain 
interactions between the factors. Brien and Bailey (2006) comment that in certain 
situations there may be other sources corresponding to inter-tier interactions that the 
analyst may wish to include in the statistical model, even though a randomisation 
based argument does not strictly justify a test for them. They are defined as 
randomised/randomised inter-tier interactions, if the interaction involves factors that 
are in different tiers but are both randomised factors, and randomised/unrandomised 
inter-tier interactions if one of the factors involved in the randomisation is in the 
bottom tier.  
 
We shall now present a method for constructing the statistical model based on the 
experimental design and randomisation used. The method begins by identifying the 
relationships between the factors. Once the factors have been defined as fixed or 
random we use the randomisation applied to determine the terms to be included in the 
statistical model. We hope this simplified approach should make experimental design 
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more accessible without compromising the validity of the analysis. Differences 
between this method and existing approaches will also be discussed. 
 
3  The proposed approach 
 
In this section we describe an approach to construct the statistical model when 
analysing data generated from a designed experiment. The ten-stage process begins at 
the planning stage. Many decisions have to be taken prior to running an experiment, 
including the choice of experimental unit, how they are to be arranged (perhaps in 
blocks) and how treatments are to be applied to them. We use the term Combinatorial 
Scheme to loosely describe this part of the process.  
 
Once the Combinatorial Scheme has been considered, then we formulate the mixed 
model analysis by constructing several design structures. Stages 1-4 involve the 
construction of the Unrandomised Design Structure (UDS). This structure consists of 
the main effects present in the experiment, their relationships to each other (either 
crossed or nested) and all possible interactions between the main effects. We use the 
word ‘possible’ because it may be the case that these relationships change post-
randomisation. This structure can be obtained from a verbal description of the design 
or a plan of the trial design before the randomisation. Following the randomisation of 
the levels of the factors within the design we construct the Randomised Design 
Structure (RDS) in stages 5-8. This structure is similar to the UDS and is constructed 
using the same technique. In most cases the UDS and RDS will be the same, but it is 
possible that the randomisation may affect the RDS structure. For example, if all 
combinations of the levels of the main effects are not present in the design, then the 
randomisation may influence the number of degrees of freedom associated with some 
of the higher order interaction effects. In stage 9 we apply the randomisation 
employed in the study to the RDS to construct the Final Design Structure (FDS). This 
involves removing terms from the RDS that are not justified by the randomisation. 
The effects in the FDS are included as the terms in the statistical model (stage 10). 
We assume the analysis will then be carried out using a mixed model algorithm. At 
each stage in this process we make use of a Generalized Hasse diagram to visualize 
the design structures and the randomisation employed.     
 
A summary flow diagram of the proposed method is given in Fig. 3.1. 
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Fig. 3.1 Summary of the proposed approach 
 
We candidly acknowledge that the method we propose does not generate novel 
statistical models. In fact it will be shown that the final model is, in most cases, the 
same as that recommended by existing methods. The benefit of this approach is that it 
simplifies, and in some cases automates, the analysis of data generated when 
employing complex experimental designs. This could allow scientists to analyse their 
data more rigorously without professional statistical help. By making experimental 
design and statistical analysis more accessible, this approach encourages scientists to 
use the design (and randomisation) as a guide to the statistical analysis.  
 
To highlight the process we shall apply the method to an agricultural trial that 
involves the application of an experimental design based on a Latin square. 
 
Example 3.1 Agricultural example 

Cochran and Cox (1957, p118) describe an experiment that involves the application 
of a Latin square. The experiment was conducted to investigate the effect of seven 
fertilisers (Fertiliser) on crop production. The strip of land made available for the 
study is split into seven blocks (Block). All seven fertilisers are then applied to one of 
the seven plots within a block (Plot). As a yield gradient exists along the line of plots, 
the order within blocks (Order) is included in the design to take account of the effect 
of this gradient. Block and Order together remove the effects of the gradient more 
thoroughly than the Block factor alone. Hence a Latin square is used to allocate the 
fertilisers to plots, with the columns of the Latin square defining the blocks, and rows 
of the Latin square defining the order within the block. The fertilisers are allocated to 
the plots based on a 7X7 Latin square as follows: 
 

A D G B E C F G F B C A E D B C D G F A E E G A D C F B C B F E D G A F E C A B D G D A E F G B C

VI VII

Block

I II III IV V
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3.1 The ten-stage approach 
 

1) Set of factors 
To begin with the scientist must identify all the factors that may have an effect on the 
outcome of the response variable. This includes all ‘treatment’ factors, all nuisance or 
blocking factors, and all other factors that describe effects that may account for 
variability. 
 

2) Factor levels 
Once the factors have been identified, the scientist next defines the factor levels using 
the convention discussed above. Each factor level label must be distinct and have a 
practical meaning within the experiment. So in a complete block design with b blocks 
and t treatments for example, the levels of the Plots factor would be 1,…,bt and not 
1,…,t (within each block). Using this approach no extra information, such as the 
nesting structure, is required by an analysis package.  
 
Example 3.1 (cont.) 

In the agricultural experiment there are four factors in the experiment, namely 
Fertiliser, Block, Order and Plot. Fertiliser has seven levels, denoted by A,B,…,G,  
the seven blocks are labelled I,II,…,VII and the Order factor is also at seven levels 
and these define the order of plots within block. Finally the Plot factor has forty-nine 
levels, corresponding to the individual plots.  
 

3) Combinatorial Scheme  
The Combinatorial Scheme is a broad term we use to describe the decisions that must 
be made on the type of design employed and perhaps the allocation of treatments to 
experimental units (in non-randomised order). It is the name we have given to 
describe the initial planning stages of the experiment. It consists of formally 
considering the practical constraints on the experimental material that will influence 
the choice of experimental design. These will be plainly obvious to the scientist but 
may cause problems for the statistician designing the study. For example if the 
replication of treatments cannot be made equally across a blocking factor, then an 
incomplete block design will be required. The Combinatorial Scheme may involve the 
decision to use a design from the family of balanced incomplete block designs, say, 
and also the choice of design from within the family. As these designs are well 
defined, then within the Combinatorial Scheme we define the un-randomised 
allocation of treatments to plots. This may not always be the case. In some designs, 
where it is not possible for all combinations of the factor levels to be included, then 
the allocation of treatments may be left to the randomisation rather than be 
specifically designed. In which case the Combinatorial Scheme does not include any 
information on the allocation of treatments.  
 
We make a distinction within this approach between two types of factor, Practical 
factors and Design factors. The Practical factors are those associated with the 
experimental material the scientists are dealing with. Identifying the Practical factors 
is an important step in designing the experiment. However we then require an 
experimental design that will allow us to account for the effects of these Practical 
factors. The factors that define the experimental design (in an abstract sense) are 
defined as Design factors. It is usually the case that each Design factor is completely 
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confounded with one of the Practical factors, hence only one of the confounded 
Practical and Design factors need be considered. Some factors can be defined as both 
Design and Practical. For example the blocking factor in a block design may be 
simply called “Block” and is hence naturally a Design factor, even though it also 
(presumably) accounts for the effect of a nuisance factor. However when describing 
the randomisation used in the experimental process, we may need to consider both 
types of factor. Unless otherwise stated, and for simplicity, we shall only discuss the 
Practical factors as each Design factor is usually completely confounded with a 
Practical factor. 
 
Example 3.1 (cont.) 

In the agricultural experiment the Combinatorial Scheme involved certain decisions. 
To begin with, and perhaps trivially, is the decision to equally replicate fertilizers. 
Next is the decision to block the experiment in two directions. The Combinatorial 
Scheme also includes the decision to use a Latin square to allocate the fertilisers, 
implying all levels of the Fertiliser factor are equally replicated at all levels of both 
blocking factors. The Design factors are those that define the Latin square, namely 
Treatment (labels), Row and Column (of the Latin square). Fertiliser is confounded 
with Treatment, Block with Column and Order with Row.    
Finally the Combinatorial Scheme contains the choice of Latin square from a suitable 
set of squares. 
 

4) Unrandomised Design Structure 
The Unrandomised Design Structure (UDS) consists of a list of effects, both main 
effects and interactions between the main effects, which could correspond to terms in 
the linear model that have non-zero degrees of freedom, as defined by the 
Combinatorial Scheme. This structure encapsulates the relationships between the 
factors in the experimental design, i.e. defines which factors are crossed with each 
other, and which factors are nested. As the name suggests, the UDS includes all 
possible effects that may or may not correspond to terms in the linear model with non-
zero degrees of freedom post-randomisation.  
 
In certain designs it is the case that the exact relationship between two factors is not 
defined until the randomisation is completed. When this occurs it is usually the higher 
order interactions which, while present in the UDS, may correspond to terms with 
zero degrees of freedom once the randomisation is carried out. In such cases, as 
commented above, the Combinatorial Scheme does not include a specific design 
written down in standard form. A method is described in the appendix that, given 
suitable information in stages 1-3, can be used to construct the UDS.  
 
To help the scientist visualise their experimental design we produce a diagram that is 
a generalisation of the Hasse diagram. This diagram, defined as the Generalised Hasse 
diagram, shares many characteristics with the Hasse diagram but has a number of 
additions. All of the effects present in the UDS are included in a single diagram. If 
two effects are confounded with each other, then they are both included in the table 
but surrounded by a box. If two factors are partially crossed with each other, then we 
include a dotted line between them to highlight this.  A more detailed description of 
the Generalised Hasse diagram, including some of the other novel features, is given in 
Appendix B. 
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Example 3.1 (cont.) 

Using the method described in Appendix A it turns out that Fertilizer, Block and 
Order are all crossed with each other, but none of the 2-way interactions between the 
factors correspond to terms with non-zero degrees of freedom. Plot is nested within 
each of the three factors. The Generalised Hasse diagram for the agricultural 
example, constructed using the method described in Appendix B, is given in Fig. 3.2. 
 

5) Combinatorial and Custom Randomisation  
We distinguish between two types of randomisation that the experimenter may 
employ, the Combinatorial Randomisation and the Custom Randomisation.  
 
5a) Combinatorial Randomisation 
A Combinatorial Randomisation is a randomisation that respects the underlying 
Combinatorial Scheme. Hence relationships between the main effects in the UDS, as 
defined by the Combinatorial Scheme, are not changed post-randomisation in the 
RDS. As these randomisations do not affect the UDS, they are perhaps the most 
commonly used in practice. So, for example, if the scientist decides to use a balanced 
incomplete block design as the experimental design, then a Combinatorial 
Randomisation would involve randomising the treatments to plots separately within 
each block. The Combinatorial Scheme defines the allocation of treatments to blocks 
in the un-randomised design; the Combinatorial Randomisation allocates those 
treatments to plots.  
 
5b) Custom Randomisation 
The Custom Randomisation is a randomisation applied by the scientist that does not 
respect the underlying Combinatorial Scheme and hence will affect the relationships 
between the main effects and the design structure.  Brien (1983) gives an example of a 
Custom Randomisation consisting of an agricultural trial where the plots for the trial 
are arranged in a rectangular row-column array. The blocking factors Row and 
Column are clearly crossed with each other. Assume a set of treatments is to be 
randomised to the plots. The Combinatorial Scheme (and hence the Combinatorial 
Randomisation) would involve allocating the treatment to the plots in such a way as 
to respect the row-column arrangement of the plots, perhaps choosing a Latin 
rectangle or a Youden square in the Combinatorial Scheme. However the scientist 
may decide to randomise the treatments to plots within each row separately. The 
scientist has ignored the Column factor in the randomisation, a factor present in the 
Combinatorial Scheme, and hence has performed a Custom Randomisation.  
It could of course be argued that in this case the Combinatorial Scheme was for a 
single block design and hence the randomisation was Combinatorial. The Column 
factor was simply ignored during the process. However in certain circumstances the 
factor that is ‘ignored’ is integral to defining the experimental material and hence 
must be included in the Combinatorial Scheme.  
Other examples of Custom Randomisations are given in Ex 4.1, 4.4 and 4.6. In 
general it appears to be the case that factors that are intrinsically crossed in the 
experimental design become nested due to the particular Custom Randomisation 
employed in the experiment. This should be reflected in the analysis of the study, as 
Brien (1983) comments  

”it is evident that the particular relationships which are finally used in the 
experimental structure depend on the randomisation procedures employed.” 
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6) Randomised Design Structure 
To construct the Randomised Design Structure (RDS) we use the same approach as 
for the UDS, given in Appendix A. The only difference is that now we have the actual 
allocation of the levels of the randomised factors to the levels of the unrandomised 
factors and not just a verbal description of the design. Hence the terminology RDS as 
opposed to UDS. As the design has now been finalised a computer package could be 
used to carry out the calculations described in Appendix A. 
 
For many designs, for example those where all combinations of the levels of the 
factors are present in the design, then the relationships that exist between the factors 
before the randomisation will be the same post-randomisation. This is true, for 
example, for complete block designs, Latin square designs and balanced incomplete 
block designs, assuming the randomisations performed when using these designs are 
Combinatorial randomisations. However in certain circumstances it is not possible to 
define the relationships between the factors pre-randomisation. In these cases we can 
construct the UDS (including all possible interactions between the factors) but will 
only know the true structure of the design after the randomisation has been completed.  
 
Example 3.1 (cont.) 

Returning to the field trial, where the plots are arranged in a row and column layout. 
We plan to administer the fertilisers to the plots making use of two blocking factors, 
so the UDS will have the three factors Block, Order and Fertiliser, all crossed with 
each other. If we plan to use a Latin square to define the fertiliser allocation (and 
perform the combinatorial randomisation) then the RDS and the UDS will be the 
same.  
 
However assume that the fertilisers were randomised to blocks ignoring the order 
within the blocks. It could happen by chance that all replications of each of the 
fertilisers are assigned to the same position within the blocks. Now Order is 
confounded with Fertiliser and the RDS is different from the UDS. When constructing 
the UDS we had to make certain assumptions about the allocation of the fertilisers 
(i.e. that they would be more equally spread across blocks/order within blocks). These 
relationships were only finalised post-randomisation when this assumption was found 
to be incorrect.  
 
Once the RDS has been constructed the Generalised Hasse diagram can be drawn as 
described in Appendix B. This will include all effects that correspond to terms in the 
linear model with zero degrees of freedom.  
 

7) Degrees of freedom 
We can now assign degrees of freedom to the effects present in the RDS. Perhaps the 
easiest way to do this is to include the degrees of freedom on the Generalised Hasse 
diagram. Next to each effect in the Generalised Hasse diagram we include the 
following numbers in brackets:   

(No. of possible levels, No. of levels present in design, No. of degrees of freedom). 
 

For some effects, perhaps most commonly for the higher order interactions, it may be 
the case that there are no degrees of freedom to estimate the effect. If this is the case 
then the effect is removed from the RDS and also the Generalised Hasse diagram. 
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Example 3.1 (cont.) 

The Generalised Hasse diagram, with the degrees of freedom included, is given in Fig. 
3.2. 
 

 
Fig. 3.2 Generalised Hasse diagram for Ex. 3.1 
 
Note the box enclosing Plot and the three-way interaction. In this example they are 
completely confounded with each other and hence this source of variability could be 
due to either (or both) effects. 
 

8) Fixed or random factors 
We now define the factors as being either fixed or random. For many factors in an 
experiment this is straightforward. There will be however factors that could be 
labelled as either, depending on the question the scientists wishes to answer, see Brien 
(1992, p27). We assume that if one of the factors present in an interaction is random, 
then the interaction is also random.  
 
Example 3.1 (cont.) 

In this example, it was decided to declare Fertilizer and Order as fixed effects, Block 
and Plot as random. 

 
 
9) Final Design Structure 

The Final Design Structure (FDS) is based on the RDS. By starting with the RDS then 
given the randomisation applied, we remove the effects that are not justified by the 
randomisation.  
We use an arrow notation, described in Appendix C, to define the randomisations 
employed. Using an idea given by Brien and Bailey (2006) we include arrows on the 
Generalised Hasse diagram to indicate the randomisations carried out. By following 
some rules also outlined in Appendix C we use the arrows to remove effects not 
justified by the randomisation. This is perhaps most easily achieved by carrying out 
the operation using the Generalised Hasse diagram. This reduced structure is defined 
as the Final Design Structure.  
 
Once the effects not justified by the randomisation have been removed, then the 
degrees of freedom will need re-calculating, using the same approach as described in 
Appendix B. 
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Example 3.1 (cont.) 

The randomisation that is employed in this example is the standard randomisation of 
a Latin Square design. Using the notation described in Appendix C the randomisation 
is made in a number of stages.  
1) Randomly assign the rows of the Latin square (Row) to the levels of the Practical 
factor Order.  

Row →  [Row]Order 
2) Randomly assign the columns of the Latin square (Column) to the levels of the 
Practical factor Block. 

Column → [Column]Block 
3) Randomise the treatment labels of the Latin square (Treatment) to the fertilisers. 

Treatment → [Treatment]Fertiliser    or    Fertiliser→ [Fertiliser]Treatment 
 

Now as each combination of the levels of the Row and Column factors defines a 
unique treatment label on the Latin Square, randomisations 1) and 2) taken together 
define the random allocation of the Latin square treatment labels to the plots on the 
field, i.e. 

Treatment → [Treatment]Order*Block. 
Combining with randomisation 3) we can summarise the three randomisations as 

Fertiliser → [Fertiliser]Order*Block. 
This is a Combinatorial Randomisation as it respects the Combinatorial Scheme 
employed in stage 3. We can write this on the Generalised Hasse diagram, as shown 
in Fig. 3.3. 
 

 
Fig. 3.3 Generalised Hasse diagram for Ex 3.1 including randomisation arrows 
 
Assume that the scientist decides that the order within block is not important. They 
may then decide to randomise the fertilisers to the plots within a block separately for 
each block. Such a randomisation is an example of a Custom Randomisation, as it 
does not respect the Combinatorial Scheme (which included Order as a factor). The 
randomisation arrow in this case is now defined as 

Fertiliser →[Fertiliser]Plot(Block). 
As the factor Order is not involved in the randomisation, regardless of whether it is 
defined as random or fixed, then using the rules described in Appendix C we remove it 
from the Final Design Structure. The Generalised Hasse diagram in this case is given 
in Fig. 3.4. 
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Fig. 3.4 Generalised Hasse diagram of the Final Design Structure for Ex 3.1 
 
Alternatively, if fertilizers are randomised to plots, ignoring both blocking factors, 
then we write 

Fertiliser → [Fertiliser]Plot. 
In this case both Block and Order are removed from the FDS as neither is involved in 
the randomisation. 
 

10) Statistical analysis using a mixed model 
The choice of method of analysis, and even the final model to be fitted in the analysis, 
is in some respects down to the scientist, the question they wish to answer and the 
assumptions they are prepared to make. For example at this stage of the process the 
user may wish to include effects in the statistical model not justified by the 
randomisation. However in most cases a model which consists of the effects present 
in the FDS obtained from the first nine stages of the proposed approach provides a 
model which is to some extent justified by the randomisation and the underlying 
structure of the experimental design. As with most approaches described in the 
literature, for example Brien and Bailey (2006), once a recommended model has been 
formed, the user may wish to add other effects for practical reasons. These effects can 
be easily added at this stage as they are already present in the RDS.  
 
4  Examples 
 
In this section we present some examples of the proposed approach applied to 
experiments described previously in the literature. The examples given are based on a 
well-defined Combinatorial Scheme, where the randomisation employed does not 
affect the structure, hence the RDS and the UDS are the same. Occasionally these 
structures may be different. This usually occurs at the higher order interaction levels 
when there is unequal or incomplete replication of all factor level combinations. In 
these cases we have generated a randomised design, based on the original description, 
and used this allocation to construct the RDS. 
 
For each example we present the RDS and the FDS, along with other information that 
is of interest. It should be noted we have removed, for clarity, the degrees of freedom 
from the Generalised Hasse diagrams of the RDS structures. For the sake of clarity we 
have also removed any dotted lines indicating partial crossing from the more complex 
Generalised Hasse diagrams. 
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A more detailed description of the experiments can be found in the referenced papers. 
We begin the section however by returning to the example discussed in Section 2. 
 
Example 2.1 (cont.) 
The Practical factors in the study are Catalyst, Batch and Run. Only three of the four 
catalysts could be assigned to each batch, so as part of the Combinatorial Scheme a 
decision was taken to use a Balanced Incomplete Block design to assign the catalysts 
to the runs. The choice of BIBD also forms part of the Combinatorial Scheme and is 
give in Section 2.1. 
 
Assume the randomisation employed in this experiment is a Combinatorial 
Randomisation where the catalysts are randomly assigned to runs within each batch 
separately:   

Catalyst → [Catalyst]Run(Batch). 
Note only three out of the four catalysts are randomised within each batch. The choice 
of which three catalysts are assigned to each batch (pre-randomisation) is defined in 
the Combinatorial Scheme by the choice of the balanced incomplete block design.  
 
The Final Design Structure, which we visualise using a Generalised Hasse diagram, is 
given in Fig. 4.1. 
 

 
Fig. 4.1 Generalised Hasse diagram of the Final Design Structure for Ex 2.1 
 
The dotted line between Catalyst and Block indicates the incomplete block design 
employed. This line implies that if Block is declared random, then Catalyst will be 
tested against the within and between Block variability. It also provides a visual 
warning that there may be more than one choice of experimental design; the 
efficiency of treatment comparisons may need to be considered when choosing an 
appropriate design.   
 
Example 4.1 (Two-phase sensory experiment) 
This two-phase example is described by Brien (1983) and also Brien and Bailey 
(2006). In the first phase of the experiment, t treatments (Tr) are randomly assigned to 
t plots (Plot) within each of b blocks (Bk) using a randomised complete block design. 
In the second phase, wines made from each of the bt plots (Wine) are evaluated by j 
judges (Jg) in bt sittings (Sit), one wine per sitting (Evaluation). The wines are 
randomised to the sittings separately for each judge. 
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An RDS for this design is given in Fig. 4.2. We assume here that Bk, Plot, Wine and 
Evaluation are random effects. 
 

 
Fig. 4.2 Generalised Hasse diagram of the Randomised Design Structure for Ex 4.1 
 
Now there are two randomisations involved in the experiment. The first involves 
randomising treatments to plots separately for each block. This is a Combinatorial 
Randomisation as it respects the Combinatorial Structure and can be written as 

Tr → [Tr]Plot(Bk). 
The second randomisation involves randomising wines to sittings separately for each 
judge, i.e. 

Wine → [Wine]Sit(Jg). 
This is a Custom Randomisation. The factor Sit is innately crossed with Jg as there 
are bt sittings, and each judge attends each sitting. However, in the randomisation the 
wines are randomly assigned to sittings separately for each judge. This randomisation 
also implies that many of the effects in the RDS will not necessarily be fully crossed 
with each other, for example Tr and Bk*Sit, hence the dotted lines in Fig. 4.2. These 
relationships will not be finalised until the randomisation of the factor levels has been 
completed. 
 
Using the rules set out in Appendix C, we remove Sit from the RDS as the 
randomisation implies it should be nested within Jg. We also remove Bk*Jg and 
Bk*Tr as they are random interactions not involved in the randomisation. By rule c(i) 
(Appendix C(ii)) we also remove Tr*Jg as it is a fixed interaction and one of its 
constituent main effects (Jg) is not ‘randomised to’ another effect. Jg itself remains in 
the FDS as it nests Sit(Jg), which Wine is ‘randomised to’. The FDS for this 
experiment, together with randomisation arrows, is given in Fig. 4.3. 
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Fig. 4.3 Generalised Hasse diagram of the Final Design Structure for Ex 4.2 
 
Brien (1983) also includes the randomised/unrandomised inter-tier interactions Jg*Bk 
and Jg*Tr. These terms however are omitted from our model as, using the rules 
described in Appendix C, such inter-tier interactions are excluded. However, the 
analyst may have good reason to include them. If this is the case then he/she can have 
confidence they can be included in the analysis with non-zero degrees of freedom, as 
both are present in the RDS.  
 
Example 4.2 (Three experiments) 
White (1975) describes three experiments that have identical RDS structures but 
involve different randomisations. In the first experiment ten physicians are randomly 
assigned to one of two novel therapies. Each physician then tests the new therapy out 
on six of his or her patients. In the second study, an animal experiment, two drugs are 
tested over ten days. Each drug is tested on five of the days. Sixty animals are 
randomly assigned to the ten test days, six per day. In the third experiment sixty cars 
are randomly assigned to ten carwashes. The ten carwashes are of one of two types. 
The RDS for each of these three experiments is given in Fig. 4.4. 
 

 
Fig. 4.4 Generalised Hasse diagram of the Randomised Design Structures for Ex 4.2 
 
Now in the first experiment therapies are randomly assigned to the physicians: 

Therapy → [Therapy]Physician. 
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In the second experiment drugs are randomly assigned to the days, and animals are 
randomly assigned to days:  

Drug → [Drug]Day, 
Day → [Day]Animal. 

Again we write this latter randomisation this way around as Day is at a higher 
experimental level than Animal. We could write this randomisation out as  

Animal → [Animal]Day 
but this would not affect the FDS. 
 
Finally in the third experiment cars are randomly assigned to the carwashes: 

Carwash → [Carwash]Car. 
We write the arrow this way around as Carwash is at a higher experimental level than 
Car. 
 

 
Fig. 4.5 Generalised Hasse diagram of the Final Design Structures for Ex 4.2 
 
If we add these arrows to the RDS diagrams we have two interesting results, as 
highlighted in Fig. 4.5. 

a) In experiment 1 there is no justification for including the Patient factor based 
on the randomisation. Therapy can be tested against the physician to physician 
variability, but there is no justification, based on the randomisation, to include 
the Patient term in the model.  

b) More controversially in the third experiment there is no randomisation-based 
justification for including Type in the mixed model. It is a fixed effect not 
involved in the randomisation (see rule c(i) in Appendix C(ii)). We could get 
around this perhaps by randomly assigning the cars to a pseudofactor (see 
Monod and Bailey 1982) with two levels and then assigning the levels of the 
pseudofactor to Type. Of course if the analyst wishes to include factors innate 
to the experimental material, then Type will be included (see Brien 1992 for 
example). It seems rather a strict interpretation of the randomisation rules that 
would result in the exclusion of this factor. It is of course straightforward to 
use linear contrasts in the levels of the Carwash factor to test for the Type 
effect. 

 
Example 4.3 (An experiment in human-computer interaction) 
This example is taken from Brien and Bailey (2006) (Ex.7). It involves an experiment 
to compare two methods (Meth) for drawing a map in a computer file. Twelve 
subjects (Subject) are recruited and are randomly assigned to six days (Dy), two per 
day. Subjects are tested (Test) in the morning or afternoon (Per) and in one of two 
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rooms (Rm). On each day a 2X2 Latin square is used to allocate methods to subjects, 
with the rows and columns of the Latin squares corresponding to the rooms and 
periods.  
 
In the experiment we declare Subject, Dy and Test as the random effects. Of course it 
may be desirable to treat some of the other factors as random but we shall not do so 
here. The RDS for the experiment is given in Fig. 4.6. 
 

 
Fig. 4.6 Generalised Hasse diagram of the Randomised Design Structure for Ex 4.3 
 
Now the subjects are randomised to the days: 

Subject → [Subject]Dy. 
Subjects assigned to each day are randomised to the room and period combinations 
using a Latin square, i.e. 

Subject(Dy) → [Subject(Dy)]Per*Rm. 
Finally the two methods are randomly assigned to the day and room combinations 

Meth → [Meth]Dy*Rm. 
The effect Dy*Per is a random interaction not involved in the randomisation and is 
hence removed from the FDS. As Per is a fixed factor that is not ‘randomised to’ 
another factor, the fixed effects involving Per that are not marginal to Per*Rm, 
namely Per*Meth and Per*Rm*Meth, should also be removed. The final FDS is given 
in Fig. 4.7. 
 



27 

 
Fig. 4.7 Generalised Hasse diagram of the Final Design Structure for Ex 4.3 
 
Care needs to be taken with the analysis as one degree of freedom is confounded 
between Subject(Dy) and the Per*Rm interaction. In practice it may be sensible to 
remove the interaction from the mixed model.  
 
Example 4.4 (Split-plots in a row-column design) 
This example is taken from Brien and Bailey (2006), Ex. 11, and Cochran and Cox 
(1957, 7.33). In the study four soil treatments (Soil) are randomly assigned to four 
plants (Plant) on each of three benches (Bch) using a randomised complete block 
design. Three leaf treatments (Leaf) are then assigned to leaves (Leaves) on the top, 
middle or bottom layer (Lyr) of each plant. The leaf treatments are randomly assigned 
(separately for the plants on each soil treatment) using a Latin square, where rows 
correspond to layers and columns correspond to benches. As commented by Brien and 
Bailey (2006) this experiment is unusual in that the subplot treatments are randomised 
within the levels of the main plot treatment. 
 
The RDS for this experiment is given in Fig. 4.8, where Bch, Plant and Leaves are 
defined as random effects. Note in the Combinatorial Scheme Lyr is crossed with Soil, 
Bch and Leaf. 
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Fig. 4.8 Generalised Hasse diagram of the Randomised Design Structure for Ex 4.4 
 
There are two randomisations in this experiment. The soils are randomly assigned to 
plants within bench: 

Soil → [Soil]Plant(Bch). 
In the second randomisation the leaf treatments are randomly assigned to the layers 
and benches (using the Latin square in the Combinatorial Scheme) but separately for 
each level of the Soil factor: 

Leaf → [Leaf]Lyr*Bch(Soil). 
This is a Custom Randomisation as it does not respect the crossed relationship 
between Soil and Lyr. A Combinatorial Randomisation would be to randomise the 
leaf treatments to the layers, benches and soils together, i.e. 

Leaf → [Leaf]Lyr*Bch*Soil. 
 

As a result of the Custom Randomisation, using the rules described in Appendix C(ii), 
we remove Lyr from the FDS but include Lyr(Soil). Cochran and Cox (1957) also 
include Lyr (Soil).  We would also remove the Lyr*Bch interaction as it is not 
involved in the randomisation (whether fixed or random), again agreeing with 
Cochran and Cox (1957). Brien and Bailey (2006) perhaps disagree with these two 
decisions, stating  

“Cochran and Cox (1957) advocate including the inter-tier interactions 
Layer*Soil treatments without commenting why they omit the more plausible 
intra-tier interaction Layer*Benches”.  

Interestingly if the Combinatorial Randomisation described above had been used 
instead, then both of these effects, and Lyr, would have been included in the FDS. 
The FDS structure is given in Fig. 4.9, where Lyr(Soil) is defined as a random effect. 
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Fig. 4.9 Generalised Hasse diagram of the Final Design Structure for Ex 4.4 

 
Example 4.5 (Milk storage experiment) 
Wood et al. (1988) first describes this example. It is also discussed by Brien (1992). 
The experiment is a two-phase study to test the storage of milk. In the first stage 
samples of milk are stored in two types of container (Tpe), either plastic or glass. The 
containers are stored for one of three temperatures (Tmp) making six combinations in 
total. In this phase of the study two replicates (Rep) of the six combinations are used, 
with six containers (Cont) per replicate. 
 
In the second phase of the study the milk samples are randomly assigned to eight 
tasters (Ttr) who test the milk in two sessions (Ses) made up of six sittings per session 
(Sit). The allocation of containers to sessions for each taster is given in either of the 
two papers listed above. This allocation is intriguing as at first sight it appears that 
containers are randomly assigned to the sessions separately for each taster. Such a 
randomisation would be a Custom Randomisation as it would ignore the inherent 
crossing between session and taster. However a closer inspection reveals that there is 
evidence of a Combinatorial Scheme being used to allocate the containers to the 
sessions. For example taster 2 appears to receive the containers in the reverse order to 
taster 1, and similarly a pattern applies to pairs 3/4, 5/6, and 7/8. If this is the case 
then containers are randomly assigned to the interaction between sessions and tasters. 
This is a Combinatorial Randomisation as it respects the underlying crossing of the 
factors. We make the assumption that this is the randomisation that is performed. 
  
The RDS for the experiment, assuming all effects other than type of container and 
temperature are random, is given in Fig. 4.10. 
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Fig. 4.10 Generalised Hasse diagram of the Randomised Design Structure for Ex 4.5 
 
The randomisations performed in the first phase of the experiment, (we follow Brien 
(1992) and describe this as the Processing Experiment) involve randomising the six 
temperature and type combinations to the six containers. This is carried out separately 
for each replicate: 

Tpe*Tmp → [Tpe*Tmp]Cont(Rep). 
In the second phase of the experiment the twelve containers are randomly assigned to 
the sessions for each taster. As commented above we will assume this randomisation 
is carried out using a Combinatorial Scheme and not separately for each taster: 

Cont → [Cont]Ses*Ttr. 
Finally the containers, within each taster and session combination, are randomly 
assigned to the sittings, i.e. 

Cont(Ttr*Ses) → [Cont(Ttr*Ses)]Sit(Ttr*Ses). 
This leads to the FDS given in Fig. 4.11. 
 

 
Fig. 4.11 Generalised Hasse diagram of the Final Design Structure for Ex 4.5 according to Woods et 
al.  (1988) randomisation 
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If the effects in the FDS are included in a mixed model analysis then the resulting 
analysis agrees with that of Brien (1992). However, it does not agree with Wood et al. 
(1988) who also include the Rep*Tpe and Rep*Tmp interactions. We argue these 
interactions should be excluded as they are random interactions that are not involved, 
or nest effects that are involved, in the randomisation. As commented by Brien (1992) 
they are randomised/unrandomised inter-tier interactions. However it is of course 
possible to include two these effects, if so desired, as both appear in the RDS.  
 
Brien (1992) also comments that the description of the experiment given by Wood et 
at. (1988) could not have been carried out in practice. In their paper it appears that 
treatments (or more precisely the interaction between type and temperature) are 
randomised to containers within replicate. This type of randomisation, applicable in 
situations when randomising treatments to plots in a field trial, is not really applicable 
here as containers themselves can be randomised to replicates and are not an innate 
physical part of the replicate (as with the block/plot relationship in a field trial).  A 
second and perhaps more appropriate randomisation to perform in the first phase of 
the experiment would be to randomise the containers to the replicates first and then 
randomly assign the temperatures to the containers separately. This would involve: 

Cont(Tpe) → [Cont(Tpe)]Rep 
Tmp → [Tmp]Cont(Tpe*Rep). 

As commented by Brien (1992), these randomisations lead to a slightly different FDS 
that includes the Rep*Tpe interaction. This amended FDS is given in Fig. 4.12. 
 

 
Fig. 4.12 Generalised Hasse diagram of the Final Design Structure for Ex 4.5 according to Brien 
(1992) randomisation 
 
Example 4.6 (Two-phase sensory experiment) 
This example, described in Brien and Payne (1999) and Brien and Bailey (2006), is a 
two-phase experiment consisting of a field phase (involving production of wine) and a 
testing phase (where judges test the quality of the wines produced). 
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The field phase employs a split-plot row-column design. The plots (Plot) are laid out 
in a row-column arrangement consisting of three rows (Rw) by eight columns (Col). 
The eight columns are themselves arranged into two blocks (Sq). The plots are then 
subdivided into two subplots (Halfplot). A trellis treatment at four levels (Tr) is 
assigned to the plots and a subplot treatment at two levels, pruning method (Me), is 
randomly assigned to the two subplots within each plot.  
 
In the testing phase six judges (Jg) test the wines produced from each subplot (Wine) 
over two occasions (Oc). Each occasion consists of twelve sittings (Sit). The sittings 
themselves are divided into three intervals per occasion (Int). In each sitting they test 
the wines produced in each plot. Four glasses of wine (Wineglass), of two glasses per 
subplot, are presented to the judges in a random position on the table (Position) in 
each sitting.  
 
The allocation of plots to sittings is made using a) Latin squares to allocate the rows 
of plots and b) balanced incomplete block design designs to allocate the columns of 
plots to the judges. For a fuller description of the design, and the unrandomised layout 
of the field and testing phases, see Brien and Payne (1999).  
 
The Combinatorial Scheme for this study is, perhaps inevitably, complicated. To start 
with is the decision to use two Youden squares to allocate the trellis treatments to 
whole plots, and then the decision to allocate each square in the field phase to one 
occasion in the testing phase. Finally there is the choice of Latin squares and balanced 
incomplete block designs to allocate the plots in the field phase to the sittings in the 
testing phase. 
 
There are six randomisations employed in this experiment. To begin with the trellis 
treatments are randomly assigned to the plots. There are two ways this can be 
achieved: the trellis treatments can be randomly assigned to the plots separately for 
each of the Youden squares 

Tr → [Tr]Rw*Col(Sq) 
or the trellis treatments are randomly assigned to the Youden squares simultaneously 
for both squares  

Tr → [Tr]Rw*Col*Sq. 
It seems more appropriate to use the latter randomisation since if the scientist chooses 
a pair of squares that, in some sense, complement each other, then this relationship 
between the two Youden squares will be preserved using the latter randomisation. 
This randomisation is a Combinatorial Randomisation as it respects the crossed 
relationship between Rw and Sq. We assume it is the latter randomisation that is 
performed here. 
Next the subplot treatments are randomly assigned to the subplots, separately for each 
plot., i.e. 

Me → [Me]Halfplot(Plot). 
The third randomisation involves randomly assigning the squares in the field phase to 
the occasions in the testing phase 

Sq → [Sq]Oc. 
We now have to assign the plots in the field phase to the sittings for each judge. This 
is achieved using two randomisations. 
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Firstly the columns within square are randomly assigned to the sittings within interval 
using a balanced incomplete block design. This balanced incomplete block design is 
defined by the Judge*Sitting*Interval interaction and hence 

Col(Sq) → [Col(Sq)]Jg*Sit*Int. 
There is a choice of two randomisations that can be used to allocate rows to sittings. 
In the first approach the rows are randomly assigned to the intervals (for each judge) 
using Latin squares that are defined by the Judge*Interval interaction. As both squares 
share the same levels of the row factor we can either randomise rows to judges 
separately for each square 

Rw(Sq) → [Rw(Sq)]Jg*Int. 
Alternatively the scientist could randomise the rows to the judges for both 
squares/occasions at the same time, i.e. 

Rw → [Rw]Jg*Int*Oc. 
The latter randomisation respects the Combinatorial Scheme (Row is crossed with 
Sq/Oc) whereas the former is Custom Randomisation as it ignores this relationship. 
We shall assume the latter is employed in the randomisation of the experimental 
material. 
 
Finally the four glasses of wine from each plot are randomly assigned to positions on 
the table. This is presumably done separately for each judge in each sitting 

Wineglass(Sit*Jg) → [Wineglass(Sit*Jg)]Position(Sit*Jg). 
 
The RDS for the experiment is given in Fig. 4.13. For the purposes of clarity dotted 
lines indicating partial crossing have been excluded. We assume that Judge, Trellis 
and Method are the only fixed effects. Brien and Bailey (2006) also take this approach. 
 

 
Fig. 4.13 Generalised Hasse diagram of the Randomised Design Structure for Ex 4.6 
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The FDS for the experiment, including the randomisation arrows and excluding 
unjustified terms is given in Fig. 4.14. 
 

 
Fig. 4.14 Generalised Hasse diagram of the Final Design Structure for Ex 4.6 
 
Comparing the mixed model containing the effects present in the FDS with the mixed 
model of Brien and Payne (1999) and Brien and Bailey (2006) a number of 
differences between the three become apparent. For example, Brien and Bailey (2006) 
include the fixed interactions involving judges (Tr*Jg, Me*Jg and Tr*Me*Jg) 
whereas Brien and Payne (1999) do not. We agree with Brien and Payne (1999) that 
as Jg is a fixed effect not ‘randomised to’ anything, then only those fixed effects 
involving Jg that nest an effect that is ‘randomised to’ should be included. So Judge 
can be included but none of the fixed interactions should be. Of course it may be the 
case that some of these interactions are of practical interest. As they are present in the 
RDS, it is straightforward to include them in the final model.  
 
In the final ANOVA table, Brien and Payne (1999) (table 8 p47) break down the 
Sit*Int source into a source due to Trellis and two residual sources. They also 
decompose the Col(Sq) source into one for Trellis and a residual source. We do not 
need to do this to the FDS structure as we will be using a mixed model algorithm to 
analyse the data.  
 
Finally it should be noted that Brien and Bailey (2006) fit two intra-tier interactions 
that may not be included in the model using the approach highlighted here. The 
random Rw*Sq intra-tier interaction may be missed because the interaction is random 
but separate randomisations are used for each of the constituent main effects. So this 
tier 2 random interaction is not specifically randomised to an effect in the lowest tier. 
However, if the randomisation of Trellis is carried out as stated above (i.e. to the 
Rw*Col*Sq interaction) then Rw*Sq is present in the FDS as it nests this three-way 
interaction.  
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Also the random Oc*Jg interaction in the lowest tier may be excluded from the FDS 
as no other effect is randomised to it. However the randomisation of Rw to the 
Jg*Int*Oc interaction using Latin squares implies that Oc*Jg can be included as it 
nests the effect Rw is ‘randomised to’.  
 
5  Conclusion 
 
It is hoped that the approach outlined in this paper could be of use anyone who plans 
to make use of complex experimental design. While the approach may seem 
complicated when laid out, as in this article, much of the process could easily be 
programmed into existing statistical software packages. 
 
Broadly speaking the process can be separated into three sections. The first section 
consists of those stages leading to the formation of the RDS. Assuming the user has 
correctly defined the factors and factor levels, it is then straightforward to carry out 
the calculations necessary to construct the RDS from a randomised design layout. 
 
The second section requires the knowledge of the randomisation. In this section the 
analyst must use the randomisation performed to construct the FDS from the RDS. In 
many simple cases this is straightforward although, as we have seen in Section 4, 
forming the FDS can be complicated when the designs themselves become more 
complex. It should also be noted that the terms included in the FDS are only those 
justified by the randomisation. There are other terms that may be included in the 
mixed model that are not justified by the randomisation. As Brien and Bailey (2006) 
state: 

“we consider further augmenting the model to include some or all of the terms 
that would be justified by the inherent relationships between the factors…, 
even though they had been ignored by the randomisation”.  

The final section involves using the FDS to define those terms that are to be included 
in the statistical model for a mixed model analysis.  
 
We hope this approach will aid both statisticians and non-statisticians in analysing 
data generated when using complex experimental designs. By placing the 
experimental design at the heart of the statistical model building process, we  

a) are more likely to be able to justify the model selected using a randomisation 
argument, 

b) persuade the scientist to spend time considering the experimental design itself, 
and perhaps consider using optimal designs, 

c) increase the likelihood of the scientist performing a suitable randomisation.   
 
To conclude this discussion, and hopefully answer the questions raised at the 
beginning of the report, we return to the motivating example given in the first section. 
  
Example 1.1 (cont.) 

Let us assume the analysis was carried out using VEPAC within Statistica V7. 
We wish Analyst and Analyst*Batch to be estimated separately if the design allows, as 
is the case in Design 2. However, in Design 1 if both Analyst and Analyst*Batch are 
mistakenly fitted the Hessian matrix will be singular. This can result in non-unique 
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estimates of the random effects, so a scientist is cautioned in the event by a warning 
message. The analysis is no longer simple and they should consult a statistician. 
 
Given the unique labelling applied, it might be thought that Analyst or Analyst*Batch 
may be used interchangeably in Design 1. However, though the variance estimates 
are the same, the degrees of freedom used in the fixed effect test for Site are different 
in both Statistica and SAS with ddfm=default (if ddfm=kr is used then the correct 
degrees of freedom are obtained). Effectively, if the term Analyst is included in the 
model instead of Analyst*Batch, then Site is tested against a lower random effect 
rather than the Batch effect (the denominator degrees of freedom are 16 in Statistica 
and 71 in SAS, as opposed to the expected 6). 
 
Thus it is important to correctly specify the appropriate terms in the model. By 
identifying which random factors are nested and which are crossed (or partially 
crossed) and only including the main effect when crossed (or partially crossed) then 
this is achieved. Provided the recommended labelling has been used, our method will 
distinguish when the main effect Analyst is required and when not. This has been 
illustrated with a simple example but the need for this automatic detection of a base 
model for more complex designs with more factors is even stronger. 
 
 5.1  Fixed Effects: type of sum of squares 
 
We have assumed that a REML based analysis approach will be used since our 
scientists now have access to software to perform this and hence this would be the 
analysis method of choice. When using REML, specification of type of sum of 
squares (e.g. type I or type III are commonly used), only affects the fixed effects. 
However, this is an additional complication when using an ANOVA type analysis. 
 
Example 1.1 (cont.) 

Consider Design 1 described in Section 1. If the term Analyst is used in the model, 
then under type III sum of squares there is no additional effect of Site or Batch i.e. 
these effects are zero, with zero degrees of freedom. Thus not only do we not have a 
test for the fixed effect of Site, we also do not have an estimate of the variance due to 
Batch. This again indicates the importance of omitting main effects for nested factors.  
 
5.2 Summary 
 
We have found in our experience that scientists are capable of labelling levels of 
factors as we have defined here. It then follows that setting up the structure of the 
design using the method outlined in Appendix A should also be straightforward. For 
fairly typical situations the scientist encounters, the randomisation is simple and steps 
1-8 of our procedure will provide a default model that is appropriate. In contrast, 
understanding when to include a main effect in the model and when to recognise the 
nesting of effects is, in our opinion, far more difficult. 
 
If a complex design and randomisation is used which requires a more complicated 
model, then usually the scientist will require the help of a statistician. So in this case 
the statistician will need to assist not only with the design but also help incorporate 
this randomisation into the specification of the model. The rules outlined in this paper 
beyond step nine of the procedure provide a useful tool for the statistician - since the 
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specification of the correct model can cause difficulties for even an experienced 
applied statistician. 
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Appendix A – Constructing the Design Structure 
 
In this appendix we describe an algorithm for constructing the UDS and RDS. We 
begin by producing the Main Effects Table. This provides a framework for 
constructing the Complete Effects Table, from which the UDS and RDS can be 
formed.  
 
If a design has been finalised (i.e. the randomisation has been carried out) then a 
computer program could easily carry out the following stages. 
 
The Main Effects Table 
Assume that the user has already identified all suitable factors and defined the factor 
levels using the rules set out in Section 3. 
  
To construct the Main Effects Table we start by forming a table with a separate 
column and row for each factor (including the mean) identified in stage 1 of the 
procedure described in Section 3. The first row and column corresponds to the overall 
mean, the remainder correspond to the factors in the design. Let F1, …, Ff denote the f 
factors in the design, where the levels of factor Fα are given by lα,1, …, lα,gα.  
 
The entries on the main diagonal of the table are left blank.  
The remaining entries in the row of the table corresponding to the mean are set to zero.  
The remaining entries in the column of the table corresponding to the mean are set to 
one.  
 
Let (α, β), (2≤α≠β≤ f+1), denote the entry in the table for the row corresponding to 
factor Fα and the column corresponding to factor Fβ. The (α, β)th entry in the table 
consists of: 
a(i)  0: if the number of observational units that share level lα,x and lβ,y, (1≤x≤ gα, 

1≤y≤gβ),  is equal to r, for all x and y, and for some integer r>0. 
In other words each level of factor Fα occurs equally often within the design, r times 
in total, with each level of factor Fβ. Clearly this implies that all combinations of the 
levels of the factors are present within the design and hence the two factors are fully 
crossed. In the case of the UDS we assume this strict property holds regardless of the 
randomisation employed. 
 
a(ii) (0): if, following the randomisation, there exists two or more observational 

units within the design such that they share the same level for factor Fα but have 
different levels for factor Fβ. 

In other words, within the design at least one level of the row factor occurs at more 
than one level of the column factor (the factors are partially crossed). 
 
a(iii) 1: otherwise, i.e. all the observational units which share factor level lα,x also 

share the same level lβ,y (1≤x≤ gα, 1≤y≤gβ), regardless of the randomisation 
employed.  

In other words each of the levels of factor Fα only occur within the design at one level 
of factor Fβ (factor Fα  is nested within Fβ). 
 
Having completed this process an extra column is added to the table entitled 
Preliminary Experimental Level. The entry in the ith row of this column is simply the 
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number of ‘1’ entries in the ith row of the table. We use the term preliminary because, 
as we shall see below, it may be the case that a factor’s experimental level in the 
Complete Effects Table is not quite the same as that associated with it at this stage. 
 
Example 3.1 (cont.) 

We return to Ex. 3.1, the agricultural trial described in Section 3 using a row-column 
design. Assume the plot defines the observational unit in this design. Each fertilizer is 
administered to one and only one plot within each block and so the entry in the Main 
Effects Table corresponding to (Fertilizer, Block) = 0. Similarly for the entry in the 
table (Block, Fertilizer) = 0. As the design selected in the Combinatorial Scheme is 
based on a Latin square, then the same is true of the (Fertilizer, Order) and (Order, 
Fertilizer) entries in the table. As the levels of Order are numbered 1 to 7 in each of 
the blocks, so (Block, Order) = 0 and (Order, Block) = 0. It should be noted that this 
is an innate feature of the design regardless of the choice of Latin square. 
 
As Fertilizer (and Block and Order) occur on some but not all of the plots, so the 
entry (Fertilizer, Plot) = (0). Each level of the Plot factor however only occurs with 
one level of the treatment factor (as only one treatment is applied per plot) and hence 
the entry for (Plot, Fertilizer) = 1. Similarly for (Plot, Block) and (Plot, Order). 
 
All these relationships will hold as long as the randomisation respects the 
Combinatorial Scheme, see stage 5 for more details. The Preliminary Experimental 
Level for each factor is then calculated by adding up the ones in the table. The Main 
Effects Table is  given in Table A.1. 
 

Mean Fertilizer Block Order Plot  Prem. Exp. Level

Mean 0 0 0 0 0

Fertilizer 1 0 0 (0) 1

Block 1 0 0 (0) 1

Order 1 0 0 (0) 1

Plot 1 1 1 1 4  
Table A.1 The Main Effects Table for Ex. 3.1 
 
The Complete Effects Table 
We now construct the Complete Effects Table making use of the Preliminary 
Experimental Levels of the factors. The table is built up iteratively starting with the 
Preliminary Experimental Level 0 factor (the mean) and then going onto the 
Preliminary Experimental Level 1 factors, as defined in the Main Effects Table. The 
process continues until the Preliminary Experimental Level equal to the number of 
factors in the design has been reached.  
 
The experimental level of a factor (as opposed to the preliminary experimental level), 
is defined as being the level the factor resides at in the Complete Effects Table. In this 
stage we consider not only the experimental level of a factor but also the experimental 
level of any interactions between the factors. We define an interaction as a level i 
interaction if it is an ith-way interaction. Note that any nested effects, for example 
Fα(Fβ), are considered as an interaction, Fα*Fβ in this case, when defining their 
experimental level. 
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The Complete Effects Table is now constructed in a series of stages. 
  
Stage 0 
The entry in the cell at the intersection of the first row and first column is left blank. 
Note all the entries in the cells on the main diagonal of the Complete Effects Table 
will be left blank, as is the case with the Main Effects Table. The remaining entries in 
the first row of the Complete Effects Table, the row corresponding to the overall 
mean (the only level 0 factor) are set to zero. The remaining entries in the first column 
of the table, those corresponding to the overall mean, are set to 1.  
 
Stage i 
At the ith stage in the process, 2 ≤ i ≤ f, begin by adding all of the Preliminary 
Experimental Level i factors to the table, i.e. a row and column are added to the table 
corresponding to each of these factors. Then add all pairwise interactions involving 
the Experimental Level i-1 factors, again including a row and column in the table 
corresponding to these interactions.  
 
The entries in the Complete Effects Table for this level, or specifically the entries in 
the rows and columns added to the table in the ith stage, are then calculated using the 
same process as described above for the Main Effects Table. Once all the entries in 
these new rows and columns have been calculated, we must check to make sure the 
factors and interactions are level i effects. Effects added to the Complete Effects 
Table at the ith stage can be: 
a(iv) Left in the table (and hence defined as an experimental level i effect). 
a(v) Removed due to confounding: Consider two effects in the Complete Effects 

Table Eu and Ev. Assume that Eu has been added to the table in the ith stage, Ev 
has been added in the jth stage, (i≤ j). If the entries (Eu, Ev) = (Ev, Eu) = 1, 
then this implies that the two effects are completely confounded with each 
other, or are equivalent, Tjur (1984). In this case the row and column 
corresponding to effect Ev is removed from the table. We then add the label Ev 
to the column header for Eu as the entry in the table for this effect could be 
either Eu or Ev. Unless otherwise stated, in the sections that follow it is usually 
the case that we use the label Eu to denote this effect and its interactions with 
other terms within the design and not Ev.  

a(vi) Removed due to nesting: Consider two interaction effects in the Complete 
Effects Table Eu and Ev and assume that at least one is an interaction between 
main effects. Assume that Eu has been added to the table in the ith stage, Ev 
has been added in the jth stage, (i≤ j). Assume also that the Ev interaction does 
not involve all of the factors that define the interaction Eu. If the entries in the 
Complete Effects Table include (Eu, Ev) = (0) and (Ev, Eu) = 1 then we remove 
Ev from the Complete Effects Table as it is nested within Eu i.e. remove the 
row and column from the table corresponding to effect Ev, but include the 
interaction between Eu and Ev at the appropriate Experimental Level k, where 
k>j.  

  
Example 3.1 (cont.) 

The first two stages of forming the Complete Effects Table are straightforward. Stage 
0 involves the Mean and stage 1 involves including Fertilizer, Order and Block in the 
table. There are no Experimental Level 2 main effects in Table A.1, so stage 2 of the 
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process begins by adding all pairwise interactions between the Level 1 factors to the 
table. The Complete Effects table at this stage of the process is given in Table A.2. 
  

Level 0

Mean Fertilizer Block Order Fert*Bk Fert*Odr Bk*Odr

Mean 0 0 0 0 0 0

Fertilizer 1 0 0 (0) (0) (0)

Block 1 0 0 (0) (0) (0)

Order 1 0 0 (0) (0) (0)

Fert*Bk 1 1 1 1 (0) (0)

Fert*Odr 1 1 1 1 (0) (0)

Bk*Odr 1 1 1 1 (0) (0)

Level 1 Level 2

 
Table A.2. The interim Complete Effects Table for Ex. 3.1 
 
From Table A.2 it can be seen that due to rule a(vi) above, Fertilizer*Block should be 
removed from the table as (Fert*Bk,Order) = 1 and (Order,Fert*Bk) = (0). Hence we 
remove Fertilizer*Block (as it is nested within Order) but include the 3-way 
interaction Fertilizer*Block*Order as a Level 3 effect. A similar argument holds for 
Fertilizer*Order and Block*Order.  
 
Stage 3 of the process is straightforward as it involves only checking the three-way 
interaction.  
 
Stage 4 of the process, the final stage, involves the Level 4 factor Plot from the Main 
Effects Table A.1. This is included in the Complete Effects Table as described above. 
The Complete Effects Table at this stage is given in Table A.3. 
 

Level 0 Level 3 Level 4

Mean Fertilizer Block Order Fert*Bk*Odr Plot

Mean 0 0 0 0 0

Fertilizer 1 0 0 (0) (0)

Block 1 0 0 (0) (0)

Order 1 0 0 (0) (0)

Fert*Bk*Odr 1 1 1 1 1

Plot 1 1 1 1 1

Level 1

 
Table A.3 The interim Complete Effects Table for Ex. 3.1 
 
From Table A.3 it can be seen that due to rule a(v) Plot is equivalent to the three-way 
interaction, they both describe the same source of variability within the design. So 
although Plot is defined as an Experimental Level 4 factor in the Main Effects Table 
A.1, in the Complete Effects Table it resides at Level 3. The final Complete Effects 
Table is given in Table A.4. 
 

Level 0 Level 3

Mean Treatment Block Order Fert*Bk*Odr/Plot

Mean 0 0 0 0

Fertilizer 1 0 0 (0)

Block 1 0 0 (0)

Order 1 0 0 (0)

Fert*Bk*Odr / Plot 1 1 1 1

Level 1

 
Table A.4 The Complete Effects Table for Ex. 3.1 
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(Un)Randomised Design Structure 
We can now make use of the Complete Effects Table to construct the (Un)randomised 
Design Structure. The effects present in the (Un)randomised Design Structure consist 
of those effects that define the rows/columns of the Compete Effects Table. The 
nesting/crossing/partial crossing relationships between the effects in the UDS and 
RDS can also be identified from the table. The relationships between two effects Eu 
and Ev are: 
a) fully crossed if (Eu, Ev) = ( Ev, Eu) = 0, 
b) partially crossed if (Eu, Ev) = ( Ev, Eu) = (0) or 
c) Ev is nested within Eu if (Ev, Eu) = 1 and (Eu, Ev) = (0). 
 
Appendix B – Generalised Hasse diagram 
 
The Generalised Hasse diagram shares many features with the Hasse diagram 
considered by Lohr (1995) and Tjur (1984), however there are a few additional 
features in the diagrams that we require for the proposed approach.  
 
To construct the diagram we assume that the calculations described in Appendix A 
have been carried out and the Complete Effects Table has been constructed. 
 
The diagram is drawn from top to bottom in a sequential way. The order that effects 
are added to the diagram is defined by the experimental levels (as defined in the 
Complete Effects Table), starting with the level 0 effect.  The level 0 effect (the 
mean) is placed at the top of the diagram. Next the level 1 effects are arranged 
underneath with lines connecting them to the mean, as with the conventional Hasse 
diagram. This highlights the nested relationships between the effects. The process 
continues with the level 2 effects etc. until the last level effects have been included in 
the diagram. At the ith stage the level i effects are added at the ith level of the diagram 
and lines connecting them to the effects that nest them are drawn.  
 
We now extend the diagram with some additional features obtained from the 
Complete Effects Table. If it was shown during the derivation of the Compete Effects 
Table that two effects Eu and Ev were the same, i.e. the entries (Eu, Ev) = ( Ev, Eu) = 1, 
then one of the effects was removed from the table. We now include this second effect 
in the diagram, next to the one it was shown to be equivalent to, but we contain the 
two effects within a box. In the final analysis only one of the two effects need be 
included in the statistical model, but this device gives a visual reminder that the 
source of variability in the analysis could be due to one or the other (or both) effects.  
 
Finally, if two effects Eu and Ev are partially crossed, i.e. the entries (Eu, Ev) = ( Ev, 
Eu) = (0), then we add a dotted line linking the two effects. Assume that Eu is a fixed 
effect and Ev is a random effect. This dotted line provides a visual reminder that if a 
mixed model approach is used to analyse the data then information about Eu can be 
recovered both within Ev as well as between Ev.   
 
To aid in calculating the degrees of freedom, in particular for incomplete designs or 
designs with missing values, we include an extra number within the brackets next to 
each effect, i.e. 

(no. of possible levels of the effect, no. of levels present in the design, degrees of freedom) 
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To calculate the degrees of freedom for an effect Eu, all degrees of freedom from 
effects that nest Eu, and any degrees of freedom confounded with other effects, are 
subtracted from the number of levels of Eu present in the design. This is similar to the 
approach outlined by Brien (1992, p48). 
 
If degrees of freedom are aliased between two or more effects that are crossed with 
each other, then we draw a solid line between the effects and place the aliased degrees 
of freedom on the line. The degrees of freedom are then subtracted from the two or 
more effects that share them.  Of course care must be taken in the analysis to account 
for such aliasing (as given in Example 4.3). 
 
On the Generalised Hasse diagram we follow convention and underline the effects 
that have been declared random. 
 
Appendix C – Randomisation 
 
Appendix C1 – Using arrow notation to describe the randomisation 
 
We adapt the approach of Brien and Bailey (2006) and use an arrow notation to 
describe the randomisation employed in the analysis. These arrows provide a useful 
tool as they can easily be included on the Generalized Hasse diagram.  
It should be noted that to include the arrows on the diagram we may, as we shall see, 
have to re-label some of the effects in the diagram. In fact it is possible that an effect 
will need to be labelled in more than one way if it is involved in two or more 
randomisations. In this case the multiple labels are surrounded by a box indicating 
they are describing the same effect and are hence equivalent.  
 
Consider a randomisation that involves two effects Eu and Ev. We will use an arrow to 
describe this randomisation. In general we say the arrow begins at the effect Eu that is 
‘being randomised’ and ends at the effect that Eu is being ‘randomised to’.  
 
By definition an arrow will connect two effects that are 

• Confounded with each other, but have different experimental levels (as 
defined in Appendix A), or are 

• Confounded with each other but are equivalent. 
 
As commented by Brien and Bailey (2006) arrows can be aligned in either direction. 
We shall arrange the arrows so that the direction agrees with the direction given by 
Brien and Bailey (2006). For the confounded effects that are not equivalent, the arrow 
begins at the effect that has the numerically smaller experimental level. By using this 
approach the direction of the arrows is the same as those of Brien and Bailey (2006) 
where arrows begin at the factors at the higher tier and point to factors in the lower 
tier. As a rule of thumb, arrows in the General Hasse diagram either point downwards 
or are horizontal, they never point upwards. 
 
Consider two effects Eu and Ev that are at different experimental levels and assume 
that Eu is ‘randomised to’ Ev. To highlight the confounding of effects at different 
experimental levels, we include the effect that is ‘being randomised’ at both ends of 
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the arrow, except at the head of the arrow we put the effect in square brackets. This 
will prove useful when applying the rules given in Appendix C2.   
So if Eu is randomised to Ev, then we write 

Eu → [Eu]Ev. 
The latter term is equivalent to the Eu*Ev interaction. In this case Eu is confounded 
with the Eu* Ev interaction. 
There are several types of randomisation that can be performed, and these different 
types can easily be discriminated using the arrow notation described in this appendix. 

• If effect Eu is randomised to effect Ev, then we write 
Eu → [Eu]Ev. 

• If effect Eu is randomised to effect Ev separately for each level of effect Ew 
then we use the nesting notation and write  

Eu → [Eu]Ev (Ew). 
A randomisation such as this causes the effect Ev*Ew to be relabelled as Ev(Ew) 
in the Generalised Hasse diagram. We comment further on this below. 

• If Eu is randomised to Ev and Ew simultaneously. For example consider a row-
column design where treatments are randomised to both the row and column 
factors simultaneously, using a Latin Square as the Combinatorial Scheme, 
then we randomise Eu to the interaction involving Ev and Ew  

Eu → [Eu]Ev*Ew. 
Note that the arrow points to the effect [Eu]Ev*Ew (that is equivalent to 
Eu*Ev*Ew) not Ev*Ew. The interaction Ev*Ew may also be present in the RDS. 

 
It is usually the case that the randomisation of the factor levels involves, in some 
sense, randomly assigning the levels of the Practical factors to the levels of the Design 
factors (or vice versa). As we shall see in the examples below we can, using the arrow 
notation, summarise some of these randomisations using a single arrow involving 
Practical factors only. For brevity, it is recommended that scientists using this 
approach only include the Practical factors in the Generalised Hasse diagram. We take 
this approach throughout this report.  
 
Example 2.1 (cont.) 

Consider the incomplete block design described in Section 2 with Practical factors 
Catalyst, Batch and Run. Assume the catalysts are randomised to the runs separately 
within each batch, and the allocation of catalysts to batches is made using a balanced 
incomplete block design given in the Combinatorial Scheme. The balanced incomplete 
block design is defined itself using the Design factors Block, Treatment and Plot. 
  
Once the design has been selected, perhaps from a catalogue of suitable designs, we 
randomly assign within block the treatments (that are allocated to the block by the 
Combinatorial Scheme) to the plots of that block 

Treatment → [Treatment]Plot(Block). 
Blocks of the balanced incomplete block design are randomly assigned to the batches 
of raw material 

Block → [Block]Batch. 
The Catalysts are randomly assigned to the treatment labels of the block design 

Catalyst → [Catalyst]Treatment. 
We can summarise these randomisations by combining them together using a single 
arrow 

Catalyst → [Catalyst]Run(Batch), 
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where Run and Plot are confounded and have the same status in the randomisation. 
  
Example 3.1 (cont.) 

The randomisation that is employed in this example, as described in Section 3, is to 
randomise the fertilizers to the rows (Block) and columns (Order) of the Latin Square 
simultaneously. So we have  

Fertiliser → [Fertiliser]Block*Order. 
This is a Combinatorial Randomisation as it respects the Combinatorial Scheme 
defined in stage 3. This can be included in the Generalised Hasse diagram as given in 
Fig. 3.3. 
 
It is worth noting that an effect in the Generalised Hasse diagram may need to be 
labelled in more than one way due to the randomisation employed. In example 2.1 the 
Run factor, which is completely confounded with the Catalyst*Batch interaction, is 
labelled in the Generalised Hasse diagram as [Catalyst]Run(Batch). 
 
Example C.1  

Consider a two-stage experiment. Let the first stage involve a randomised complete 
block design with b blocks and t treatments randomised separately to t plots per block  

Treatment → [Treatment]Plot(Block). 
Assume the second randomisation involves the produce from the bt plots being tested 
in a laboratory. The produce from the bt plots is tested in the lab in a random order. 
To achieve this the bt plots are randomised to the bt levels by a factor that defines the 
order of testing, the ‘Order’ factor. Note the Plot factor is equivalent to the Order 
factor. For this randomisation we ignore the Block factor, and hence 

Plot → [Plot]Order. 
As both randomisations involve the Plot factor, but in different ways, we include the 
Plot, [Plot]Order and [Treatment]Plot(Block) labels in the Generalised Hasse 
diagram, but surround them by a box as they are all defining the same source of 
variability. The Generalised Hasse diagram is given in Fig. C.1. 
 

 
Fig. C.1 Generalised Hasse diagram for Ex C.1. 
 
This flexibility in labelling effects allows us to include more information in the 
Generalised Hasse diagram. For example if effect Eu is randomised to effect Ev*Ew, 
but it turns out that Ev*Ew is nested within another effect Ey, then we would include 
the two labels Eu*Ev*Ew*Ey and [Eu]Ev*Ew in a box in the Generalised Hasse diagram. 
The randomisation arrow however would point to the label [Eu]Ev*Ew and not 
Eu*Ev*Ew*Ey. 
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The arrows defined in this paper are similar to those given by Brien and Bailey (2006). 
Once the arrows defining the randomisation have been drawn, then it is possible to 
remove effects from the RDS that are not justified by the randomisation. This is most 
easily achieved using the Generalised Hasse diagram of the RDS. The structure made 
up of the effects and relationships that are present after this stage of the process is 
defined as the Final Design Structure (FDS). 
 
Appendix C2 – Rules for removing effects 
 
We give four rules for removing effects due to the randomisation. These are easily 
applied if the analyst has drawn the Generalised Hasse diagram. It should be noted 
that effects in square brackets should be ignored when applying these rules but the 
nesting defined by the randomisation should be followed. 
 
For fixed effects, either main effects or interactions involving only fixed main effects, 
then  
c(i)  as long as all the factors that define the effect are randomised to other effects 

or,  
c(ii)  the fixed effect nests a random effect that is randomised onto another effect, 

then the fixed effect should be included in the Final Design Structure. 
Ex. 4.4 is an example where, using rule c(i), an interaction between fixed effects is 
included (Leaf*Soil) whereas Ex. 4.1 is an example where the interaction is excluded 
(Tr*Jg). Ex. 4.1 is an example where, by rule c(ii),  we include a fixed effect (Jg) that 
nests an effect that is ‘randomised to’,  namely Sit(Jg).  
 
For random effects, either main effects or interactions involving at least one random 
effect, the random effect has to be involved in the randomisation to be included in the 
Final Design Structure. This can achieved if: 
c(iii) the random effect is ‘randomised to’ another effect, or another effect is 

‘randomised to it’ (see Ex. 4.5; effect: Cont) 
c(iv)  the random effect nests a random effect that is involved in the randomisation 

(see for example Ex. 4.5; effect: Ttr*Ses).  
 
Using the arrow notation, an effect is defined as being ‘involved in the randomisation’ 
if it is either at the beginning or end of an arrow. 
 
These rules imply that a random interaction can only be included in the FDS if it is 
specifically involved in the randomisation, or nests an effect that is involved in the 
randomisation. A fixed interaction does not necessarily need to be involved in the 
randomisation to be included in the FDS. So long as all the separate main effects are 
‘randomised to’ other effects, then they will also be included. 
 
For example, if random effect Eu is randomised to Ev*Ew(Ey), i.e. Eu is randomised to 
the effects Ev and Ew simultaneously but separately for each level of Ey, then the 
randomisation arrow would be defined as 

Eu → [Eu]Ev*Ew(Ey). 
This would imply that the effects Eu, [Eu]Ev*Ew(Ey), Ev*Ew(Ey), Ev(Ey), Ew(Ey) and Ey 
should be included in the Final Design Structure but not Ev*Ew, Ev or Ew as these 
effects are not specifically involved in the randomisation nor are involved nest effects.  
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Example 3.1 (cont.) 

It can easily be seen that all the effects present in the Randomised Design Structure 
will be present in the Final Design Structure, assuming the randomisation used is the 
Combinatorial Randomisation 

Fertiliser → [Fertiliser]Block*Order. 
Consider now the alternative Custom Randomisation, as described in Section 3, where 
Order within Block is ignored in the randomisation, i.e.  

Fertiliser → [Fertiliser]Plot(Block). 
Assuming this is the only randomisation carried out in this experiment, Order would 
need to be removed from the Generalised Hasse diagram as it is not involved in the 
randomisation. 


